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1. Introduction
This document describes the configuration of the high-performance computing (HPC)

infrastructure used within the MEDALS project for data storage, processing, and training of
AI/ML models. The HPC system is hosted and managed by the University of Limerick (UL)
and forms the backbone of computational activities in Work Package 4 (WP4). The
infrastructure provides a secure and scalable environment for handling sensor and synthetic
datasets, supporting model training pipelines, and enabling integration with other work

packages across the MEDALS consortium.

2. System Overview

The UL HPC cluster is a hybrid CPU-GPU computing environment designed for high-
throughput Al workloads and large-scale data storage.
Core hardware components include:

e 25 Gb Aruba Switch: Provides high-speed communication between compute and
storage nodes, ensuring efficient data transfer during model training and inference.

o R7525 Head Node: Acts as the user interface to the HPC. It handles login sessions,
job scheduling, and management of compute tasks via the SLURM workload manager.
This node also hosts shared data storage accessible by all compute nodes (100 TB).

o XE8545 GPU Nodes: Provide high-end GPU compute capacity. Each node contains
four NVIDIA A100 GPUs (12 GPUs total across the cluster) optimized for training
deep learning models and performing large-scale data analysis.

e R650 CPU Nodes: Provide large-scale CPU resources for data preprocessing,
statistical modelling, or workloads that are not GPU-dependent. Each node is equipped
with 2% Intel Xeon Gold 28-core CPUs and 384 GB RAM.

Figure 1: GPU System Overview
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3. System Access and Configuration

Users can access the UL HPC cluster either through secure shell (SSH) or remote desktop.
Access is managed centrally by UL’s IT services, and user credentials are issued for
MEDALS participants as required.

The system runs Red Hat Enterprise Linux with SLURM as the job scheduler. Standard
software modules are available for Python, PyTorch, TensorFlow, and related ML libraries.
Custom environments can be managed via Conda or other package tools, enabling
reproducible research and experiment tracking.

High-level guidelines are available to project members for:

e Connecting via SSH (ulhpchn01.ul.ie)
e Submitting jobs to the SLURM scheduler
e Managing Conda environments for model training

4. Resource Management

The UL HPC cluster operates under the SLURM workload manager, which allocates compute
and GPU resources efficiently across users and tasks.

o Users may request up to four GPUs per job.

o Lightweight analyses can be performed interactively, while training workloads are
executed through SLURM batch submissions.

o Shared Jupyter and Conda environments are available for standardized workflows.

This setup ensures reproducible experiment management and efficient utilization of cluster
resources across the MEDALS consortium.

5. MEDALS-Specific Hardware Integration

As part of the MEDALS project, an additional high-performance GPU node was procured and
integrated into the University of Limerick’s existing HPC environment. This system extension
was specifically funded under MEDALS to enhance computational capacity for Work
Package 4 (WP4) activities, particularly those related to large-scale data simulation and
machine learning model training.

5.1 Hardware Configuration

The MEDALS node is built on a high-density GPU server platform designed for Al and HPC
workloads. Its configuration provides a significant increase in both raw compute performance
and energy efficiency compared to the A100-based GPU nodes in the baseline UL cluster.
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Technical Specifications: Specialized MEDALS GPU Node (Node 6)

A dedicated high-performance GPU node, designated Node 6, has been integrated into the HPC
cluster to support the computational requirements of the MEDALS project. This system is
equipped with 4x NVIDIA H100 GPUs, each providing 80 GB of high-bandwidth HBM3
memory, and 512 GB of system RAM. The node is connected to the cluster via a 25 Gb
Ethernet backbone, enabling high-throughput data transfer between compute and storage
nodes. The nvidia-smi output (Figure 2) confirms the presence and configuration of all four
GPUs, reporting individual memory capacities, driver versions, and utilization statistics. This
node serves as the primary compute resource for MEDALS-related workloads, including LIBS
data simulation, AI/ML model training, and performance benchmarking of deep learning
frameworks.
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Figure 2: GPU Cluster for MEDALS Project

The H100 node was deployed within the same 25 GbE network fabric as the existing A100
and CPU nodes, using the Aruba 25 Gb switch for inter-node communication. System
integration followed UL HPC’s internal node commissioning procedures, including BIOS and
firmware alignment, NVIDIA driver validation, and SLURM resource registration.

5.2 Integration with Existing HPC Infrastructure
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The H100 node operates as a dedicated compute resource pool within the cluster. It shares
the same authentication, data storage, and workload management systems as other cluster
components, ensuring seamless interoperability.

Key integration points:

e User access and scheduling through the existing SLURM environment using a new
partition (gpug-h100).

e Shared storage mounted via NFS from the R7525 head node, ensuring consistent data
paths for all MEDALS users.

e Monitoring and telemetry integrated into the existing Prometheus—Grafana stack for
utilization tracking, GPU temperature monitoring, and job analytics.

o Software stack parity maintained between A100 and H100 nodes, ensuring
reproducibility and portability of code.

This approach allows users to migrate or scale workloads between A100 and H100 GPUs

without workflow modification, while benefiting from H100’s enhanced tensor performance
and faster memory bandwidth.

6. Computational Capability and Planned Use

6.1 LIBS Data Simulation and Processing

The HPC cluster, including the dedicated MEDALS H100 node, is capable of supporting
large-scale simulation and preprocessing of Laser-Induced Breakdown Spectroscopy
(LIBS) data. This capability will be used as part of Work Package 4 (WP4) to create
synthetic spectral datasets and to support the evaluation of data-driven methods for material
characterization.

The high memory capacity and computational performance of the H100 GPUs will be used
for:

e Physics-based LIBS plasma emission simulations, enabling efficient and parallel
calculation of spectral intensity profiles and noise characteristics.

o Monte Carlo simulations to represent experimental variation and instrument
response.

e Spectral feature extraction and data analysis using Python-based libraries such as
NumPy and SciPy, along with custom GPU code optimized through CUDA.

The synthetic datasets produced through these simulations will contribute to Deliverable
D4.2 (LIBS Synthetic Dataset Generation and Validation) and will be used in Deliverable
D4.3 (Model Training and Evaluation Framework) for testing and validation of initial
models.

The computing capacity of the cluster, particularly the H100 node, ensures that these
simulation activities can be completed efficiently and with consistent performance.
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6.2 Model Training and Development

The HPC system is also capable of supporting the training and testing of models that assist in
identifying and analysing material composition. The MEDALS H100 node will be used for
computationally intensive training runs that benefit from its high GPU memory and
processing speed.

The system is capable of:

e Running parallel training jobs across up to four GPUs.

o Using mixed-precision computation (FP16/BF16) to increase processing efficiency
and reduce runtime.

e Handling large data batches during model testing and optimisation.

e Supporting model fine-tuning and parameter studies for improving accuracy and
stability.

Researchers will access these resources through managed environments under SLURM
scheduling, allowing for secure, repeatable, and performance-monitored operation.

The configuration ensures that model development activities can be scaled as data volumes
increase throughout the project.

6.3 Workflow Integration

All simulation and training tasks follow the established MEDALS computational workflow:

1. Data access and preparation from /data/medals/ shared directory on the R7525
node.

2. SLURM batch job submission to either the A100 or H100 partition.

Model checkpoints and results stored under /results/medals/models/.

4. Automatic logging and profiling through NVIDIA Nsight Systems for performance
analysis.

(98]

This workflow ensures reproducibility and traceability across experiments, aligning with the
FAIR data management principles defined in the MEDALS Data Management Plan.

7. Data Storage, Security, and Management

7.1 Storage Architecture

The R7525 head node provides 100 TB of high-speed shared storage, mounted over the
cluster via NFS. It serves as both the user workspace and central repository for project data.
The architecture includes:

e Primary storage (/data/medals/) for raw, simulated, and processed datasets.
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o Results storage (/results/medals/) for trained models, logs, and experiment metadata.
e Scratch directories (/scratch/) for temporary data used in GPU workloads.
o Automated daily snapshots for data recovery and protection.

7.2 Data Governance and Access Control

Access to all data and computational resources is managed through UL’s Active Directory
integration with SLURM, ensuring that only authorized MEDALS users can access the
environment. User-level quotas and access policies are aligned with UL’s cybersecurity and
GDPR compliance standards.

Authentication and session control leverage SSH key pairs or Kerberos-based credentials. All
data transfers occur over encrypted channels (SFTP/SCP), and no external network access is
permitted to compute nodes.

7.3 Backup and Retention

Full backups of the /data/medals directory are performed weekly and replicated to UL’s
secondary data centre. Versioning is implemented using rsnapshot to enable dataset rollback
and retrieval of prior versions for reproducibility.

Model artefacts and experiment metadata are tagged with unique identifiers and recorded in
the internal MEDALS Experiment Tracking Database (ETD), ensuring transparency and
traceability for D4.1 and subsequent WP4 deliverables.

8. Summary of MEDALS HPC Capabilities

The integration of the dedicated H100 GPU node has significantly extended the
computational capacity of UL’s HPC cluster, enabling:

o Large-scale LIBS data simulation for model validation
e Accelerated deep learning model training

e Scalable experiment management and tracking

e Secure, high-performance data storage and management

These capabilities collectively underpin the MEDALS project’s goals of developing robust,
Al-driven methodologies for circular steel processing and sustainable materials analytics.

Funded by the
European Union




